VQEG Notes

Monday, Jan. 26.

Introductions.  21 people from all over the world (list probably will be available soon – GB, Sweden, France, Germany, Switzerland, Italy, Japan, Korea, US, Canada).  More variety than the last VQEG group.  CableLabs is represented.  Brief reports from David Hands (BT) on the status of multimedia (mm), and Filippo Speranza (CRC) on the status of the Independent Lab Group (ILG).

Beginning business on Reduced Reference/No Reference TV quality (RRNR), Alexander Woerner (Rhode & Schwartz) chair.  One big issue is test sequences for RRNR; Michele Lewis (Teranex) is at the meeting online.  Teranex and Universal Studios will make material available only if everyone who gets the material signs a strict copyright agreement – the last project had trouble with some proponents wanting to publish and distribute the test sequences.  Question to the group:  Do we want to wait for open-source video material?  The problem is that there aren’t long open-source sequences, mostly just the 10-sec ones we’ve always used.  Minimal quality is digital betacam.

Discussion focuses on the test scenes.  Proponents want more scenes (SRCs) and video treatments such as bit rates and compression ratios (HRCs).  The main supplier of SRCs and HRCs (Filippo of CRC) says that it’s very difficult to get either.  Filippo would like the group to give him a minimum requirement of SRC’s (9), and let him maximize the variance in quality of output material given this constraint.  The VQEG group specifies requirements for the ILG.  VQEG may specify the smallest video unit that would be edited – 15 sec? 1 Min?  Regarding new SRC’s:  What proportion of the SRCs shall be new?  VQEG wants a minimum of 20% new material.  Filippo says he doesn’t have it.  The problem is that proponents can’t provide the new material.

Can we get HRC’s with transmission errors?  VQEG wants them, but can the ILG or the proponents do them?  France Telecom and CableLabs say exclude transmission errors from this first test.  Do you want objective models to track the time course of humans’ responses to transient errors (which include time lags for recovery to baseline)?  The engineers want to see the time-series data, both objective and subjective.  Everyone seems slightly uncomfortable with the likelihood that continuous measures are less well established. I think that path is taking a chance on not being able to do statistical tests.

It will be important in writing the final test plan to get very specific about what the design matrix should look like.  I suggested each lab running some 525 tapes and some 625 tapes on the same Ss to make 525 and 625 look like just more HRCs – but then they would need to be either at the same bit rates or on the same scenes, or both (think about this some more).  Steve Wolf thinks 525-625 conversions are possible, but they might not look right.

Concatenation:  If you don’t have long enough sequences, you might have to concatenate shorter sequences to make your basic SRCs.  Also, should the maximum amount of content from film be 30%?  Concatenation is technically problematic because of aligning field edges in some way (not clear to me what the deal is, but the editors in the room seem to understand).  Also, we cannot concatenate material from different HRCs.  Again, the ILG will look hard for 1-min original material.

Moving on to Margaret Pinson’s list of issues.  Some have to do with responsibilities of various parties – ILG, proponents.  One is about whether the proponent does their own calibration, and who actually applies the calibration (ILG, proponent, or some third party).  I NEED TO REMEMBER TO INSERT AN ISSUE TOMORROW REGARDING THE NUMBER OF GRAPHS THAT THE ILG WILL SUPPLY (POTENTIALLY 50 TIME SERIES PER PROPONENT).

Consensus:  
Use a partial design matrix.



Use continuous response method.



Use 20% new SRCs.



Use transmission errors among the HRCs (20% unless new sources are 

found) – 11 votes for, 4 against, 3 no opinion.

One proponent can provide no more than 20% of the HRC’s.

Tuesday, Jan. 27

Think about getting MATLAB for this machine.  Discussion of sharing software tools on the VQEG reflector.  NTIA is eager to share their software.  VQEG has a subcommittee on sharing tools.  They’re looking for tool donors and tool acceptors.  There currently are 327 people on the reflector.

Mr. Berger’s talk on SG12:  Expressing interest in multimedia (mm), especially small images and bit rates 9.6k – 304k.  Looking for contributions.  Looking to transmit VQEG plans to SG12.  Especially interested in RR/NR.  Suggesting possibly different models for different bit rates.  Suggesting collaboration; looking for model contributions; looking for recorded audio-video test material.  Possible collaborators include Opticom, NTT, possibly Deutsche Telekom(?). [I’m having trouble understanding the speaker’s words.]  Arthur mentions a SG9-SG12 joint rapporteur group (JRG).  SG12 hopes to get work going fast.  Arthur will distribute to VQEG the SG9 liaisons to VQEG and SG12.  

Back to RR/NR and Alexander Woerner:  Recapping yesterday.  Agreed to use FRTV2 source material; to use 1-min sequences; to have a partial-matrix experimental design, matrix cells to be chosen by ILG; 20% secret HRCs chosen by ILG; SSCQE experimental method to be used, with and without hidden reference sequences; transmission errors to be included in HRCs; both 525 and 625 formats; some housekeeping issues about relations between the ILG and proponents were settled; calibration was the main issue left hanging at the end of yesterday’s session.

Filippo of ILG advocates proponents doing their own calibration, submit their calibration software to ILG, and ILG verifies each proponent’s calibration on a sample of sequences.  That is, ILG does not take responsibility for calibration.  Philip C. suggests that proponents demo their calibration methods over the next month, then all proponents use that same method.  The question right now is the mechanics of who does what in submitting and applying calibration software to the sequences.  Some people wonder why a calibration is needed – or possible – in a realistic RR/NR operational context.  ...lots of discussion that I’m not recording; waiting for agreement to report ....  

More regarding calibration:  In the current RR/NR Test Plan, there are 4 sideband bit rate options.  Also, for each sideband bit rate there are 2 possible conditions, video calibrated or not calibrated, yielding 8 possibilities.  Would a model be submitted for each of these 8 conditions?  Non-binding votes by potential proponents on which conditions they might submit a model:

	Sideband bit rate
	Video NOT calibrated
	Video calibrated

	NR-0
	6
	NA

	RR 10 kbs
	5
	3

	RR 56 kbs
	3
	3

	RR 256 kbs
	2
	3


Woerner and Margaret put together a series of calibration options, each with Pros and Cons spelled out for discussion.  Option 1.  Video sequences are provided to proponents fully calibrated.  Option 2:  Calibration is included in each submitted model.  Option 3:  Calibration may optionally be part of the proponent’s model. ILG produces calibration parameters. 

Filippo discusses how much work it will be for the ILG to process data under the various calibration and bandwidth options.  Cost to proponents will vary accordingly, although specific fees have not been specified yet.  Steve Wolf says that the not-calibrated-video condition should actually have misalignments introduced in order to exercise models that perform alignment (calibration).  He says he has software for adding misalignments, and seems to be offering that software to the ILG.  Kjell Brunnstrom (Acreo) suggests having misalignment as an HRC condition.

VQEG is now voting on the options above.  Option 1 = 4; Option 2 = 6; Option 3 = 1; no pref = 8.  Option 2 is the decision: Calibration is to be included in each submitted model.  

Lots of discussion about tape preparation requirements in the latest version of the Test Plan; are those requirements acceptable?  A number of tape requirements from FRTV2 are being pasted into the Test Plan in section 3.2.5:

To be eligible for use in this test, the HRCs must meet the following technical criteria: 

· maximum allowable deviation in Peak Video Level is +/- 10%

· maximum allowable deviation in Black Level is +/- 10%

· maximum allowable Horizontal Shift is +/- 20 pixels [1]

· maximum allowable Vertical Shift is +/- 20 lines [1]

· maximum allowable Horizontal Cropping is 30 pixels

· maximum allowable Vertical Cropping is 20 lines

· no Vertical or Horizontal Re-scaling is allowed

· Temporal Alignment between SRC and HRC sequences shall be maintained to within +/- 4 video frames. [2]

· Dropped or Repeated Frames are excluded from above temporal alignment limit

· no Chroma Differential Timing is allowed

· no Picture Jitter is allowed
Three suggestions regarding tape miscalibration:

A. Some % of all sequences have some sort of miscalibration.

B. Side test within Test Plan: 10% of HRCs in 525 and in 625 will have purposely inserted misalignments within the limits above.

C. Tighten all calibration limits above and fix line shift in HRC9 of FRTV2; also perform software test of model sensitivity to miscalibration – to be done later.

D. Do none of the above.

Votes: A = 0, B = 1, C = 11, D = 2, 3 abstentions.  So, tightening calibration limits passes.  New calibration limits proposed are in brackets above.  Ron Renaud says the tighter limits would eliminate some of the potential HRCs.

Returning to Margaret’s list of issues:  Issues 8-13 are handled by the new calibration limits above. Issue 14 apparently has to do with the size of window that models use, although it doesn’t explicitly say so.  For a tape that has 30 1-min sequences concatenated, an issue is how the 1-min sequences are split off.  If there are actually 2 versions of a given tape, with the sequences in a different order, then the parsing may be different because of this time window (filter) that models use – if the window is longer than 10 sec.  That is, the models may produce slightly different results for the same sequence depending on what other video material it follows.  How is this to be handled in the test plan?

The proposed fix is to simply process 1-min sequences by the objective models rather than a 30-min concatenated sequence.  Also, the subjective data cannot be shifted separately for each proponent.  The text in Test Plan section 4.1 will be modified to reflect this fix.  Approved.

Eliminating “upstream” models.  Data rate will be identified by file size.  Model complexity will be described in terms of a model’s run time.  

Margaret’s Issues 17&18 regarding the number of frames per second for 525 data and the consequent problem of synching the objective and subjective data (an artifact of NTSC):  Ron will do the right thing and write it into the Test Plan.

Issue 19: TDF insists on analysis of raw data.  NTIA prefers raw data with hidden reference removed.  We are leaning toward these 2 options.  Thus, normalizing the subjective data will be dropped from the Test Plan.

Issue 20:  The SSCQE continuous data don’t have a proved analysis method.  We think it will be possible to do at least some of the proposed analyses that were in FRTV2, and maybe even all of them.  But, we don’t really know what’s going to work because we haven’t tried it before.  We will be bootstrapping the SSCQE method at the same time as the test of the objective methods.  Some of the VQEG people don’t like this uncertainty.  On the other hand, a lot of VQEG people want the time-series data.  So, the issue is to get specific analysis techniques written into the Test Plan.  This will happen before models are submitted and fees are paid.

Also, there is a question about what happens if one analysis leads to one conclusion and another analysis leads to a different conclusion.  The solution is to state that one metric will not be preferred to another in the case that they lead to different statistical conclusions.  Actually, the most likely situation is that one test leads to no conclusion and another test does lead to a conclusion.  In this case, the statistic that leads to a conclusion is to be preferred.  New statistical analysis will be introduced only on unanimous decision of the ILG.  Does VQEG agree to this provision?  Answer:  Yes.

Voting on the various metrics: Metric 1 voted out (95% confidence limit).  Metric 2 (RMS error) voted in.  Metrics 3 & 4 (Pearson and Spearman correlations) voted in.  Metric 5 voted in.  Metric 6 (kurtosis) voted out.  Metric 7 (kappa) voted in.  Metrics 8 & 9 voted in if someone will compute them. F-test written in as Metric 10.

It looks as though it will be technically infeasible to make a 525-625 conversion, so we will have 2 separate experiments again.  Apparently there is a significant quality decline because of the conversion.

Logistic fit:  We’ll use it if there is a discrepancy between Pearson and Spearman correlations.  We fit the maximum number of parameters that can be applied equally to all proponents’ models.

We do not guarantee doing all possible data plots for all proponents.

27 Jan., Wednesday

Margaret’s Issue 24:  No comments on this point – so each proponent can submit models at each of four different sidechannel bandwidths.

Issue 25, Test Plan schedule:  

Test Plan final version June 30, 2004;

 Submission of new HRCs by proponents June 30 (a request for HRCs will be sent out to VQEG reflector soon);

 Call for proposals, July;

 Delivery of HRCs to requesting proponents July 31;

 Sequence and HRC selection Oct. 15;

 Fee payment Oct. 15;

 Distribution of sample sequences for model verification Oct. 15;

 Model verification Nov. 1;

 Submission of final executable models Nov. 18;

 Sequence processing and tape editing Nov.30;

 Video material delivered to proponents Dec. 15;

 Objective data delivered Jan 30, 2005;

 Formal subjective test Jan. 30, 2005;

Objective data verification March 15, 2005;

 Subjective and objective data analysis March 15, 2005;

 Final report TBD, 2005.

NOTE TO ME: I WILL NEED TO DO SOME STATISTICS WORK BEFORE THE FINAL TEST PLAN CAN BE DONE.

Issue 26, the ILG fee: Have to wait for Vittorio Baroncini’s input.  Fee will depend on the number of models a proponent submits.  Side issue: How many models can each proponent submit? One model per bandwidth.

Viewing Time issue:  Is 30 minutes ok? Stefan Winkler and Steve Wolf both say 30-min works, especially with short breaks every 7-8 minutes.  Side issue:  What about a training session?  S. Wolf suggests 3-5 min, including best and worst quality sequences.  Now talking about four 15-min tapes.  Also, 2 randomizations within each of the 15-min tapes – leading to eight 15-min tapes.  S. Wolf will write up requirements for the tape editing and sequence randomizing.

Back to the issue of HRC quality criteria in Test Plan in section 3.2.5:  No resolution.  The VQEG reflector will speak.

